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DIVETOUR2
Lesson 5. Al ethics and critical thinking

This is the final lesson of our DIVETOUR2 journey. You’ve learned what Al is, how it
learns, what it creates, and how to communicate with it effectively. Now it’s time to ask a
different kind of question: not what Al can do, but how we should use it. As Al becomes
part of everyday professional life, using it well means understanding the ethical principles
behind responsible Al use, recognising the specific ways Al fails — bias, hallucinations, and
misinformation — and developing the critical thinking habits that protect you, your guests,
and your organisation from those failures.
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By the end of this section, you’ll be able to:

1.

Understand the core ethical principles for responsible Al use and identify when
they apply in a hospitality setting.

Recognise the difference between ethical responsibilities at the design level and at
the user level and understand why both matter.

Identify the three main ways Al fails: bias from training data, hallucinations that
fabricate plausible-sounding facts, and deepfakes that create convincing but false
content.

Apply a practical checklist to evaluate Al-generated text, images, audio, and video
before publishing or sharing.

Describe the environmental footprint of Al.

Understand the broader societal impacts of Al — including shifts in employment,
data privacy responsibilities, and the importance of tracing Al-generated information
back to verifiable sources.



Topic 5.1. Al Ethics

Al ethics operates on two levels. The first concerns the people who
design and build Al systems: the choices they make about training
data, algorithms, and safeguards shape whether the tool is fair, safe,
and transparent from the start. The second concerns the people who
use Al every day: professionals like you, who decide how to apply
these tools, what to publish, and when to override the machine.

In this lesson, we focus on the second level but knowing that
design choices shape what reaches your screen helps you
understand why some problems start long before you type a prompt.

Why ethics matters

In tourism and hospitality, trust is everything. Guests trust that your hotel description is
accurate. They trust that your team handles their personal data carefully. They trust that
the recommendations you give are genuine rather than manipulated. If Al undermines any
of that trust by producing biased content, leaking personal information, or generating
misleading images, the damage can be swift and lasting.

Ethical Al is about protecting your guests, your organisation, and your own professional
credibility.

Core principles

Experts, companies, and governments have converged on a set of core principles for
responsible Al. They’re the checklist that any Al system (and any professional using one)
should follow.



Principle What it means for you Hospitality example
A hotel’s Al chatbot is trained mostly on
Al shouldn’t make unfair English-language data from luxury
decisions based on resorts. When guests from other
Be fair — No someone’s race, gender, backgrounds or budget ranges ask
bias age, disability, religion, or questions, the chatbot gives less

background. It should treat
everyone equally.

helpful or less relevant answers. The
system isn’t intentionally discriminating,
but the result is unfair.

Be transparent

People should be able to
understand how the Al
reached its output. It

A hotel uses Al to write personalised
responses to guest reviews on booking
platforms. The responses are polite,
well-written, and address each guest’s
comments individually. However, the
hotel never discloses that these

— explainable shouldn’t be a “black box” responses are Al-generated. A
that produces results with returning guest notices that the replies,
no explanation. despite sounding personal, follow
suspiciously similar patterns. The
content was helpful, but the lack of
disclosure is a transparency issue.
An Al-based booking system, due to a
malfunction, assigns the same room to
. two different guests for the same
If the Al makes a mistake, a : :
. period. The result is unexpected
Be person or organisation must :
- . overbookings, guests who need to be
accountable — | take responsibility for fixing .
. . relocated at the last minute, and
someone is it and for any harm caused. . .
. « o een s negative reviews that are hard to
responsible The computer did it” is not s . L
recover from. In situations like this, it’s
an acceptable answer. )
people — not the machine — who have
to take responsibility and find a
solution.
A hotel uses Al to personalise guest
Al must protect personal experiences based on past stays. But if
Protect information. It should only that system stores sensitive information
privacy — keep | use the data it genuinely (health conditions, travel companions,
data safe needs and must keep that spending habits) without proper

data secure.

security or consent, it becomes a
privacy risk.




Principle

What it means for you

Hospitality example

Be reliable and
safe

Al should perform correctly
and predictably. It needs
thorough testing before
being used in situations
where errors could cause
harm.

An Al-powered self-check-in kiosk
crashes during peak arrival time,
leaving a queue of frustrated guests
with no way to access their rooms.
Before deploying any Al system in a
guest-facing role, thorough testing is
essential to ensure it works correctly
and predictably.

Keep humans

A human should always be
able to step in, correct, or

An Al revenue management system
suddenly doubles room prices because

in charge — . ; . it detected a local event. But the event
override an Al’s decision,
human . . was cancelled the day before. A human
. especially for high-stakes .
oversight o manager needs the authority (and the
situations. .
awareness) to override the system.
A destination marketing organisation
, uses Al to promote tourism. But if the
Be good for Al should be designed to , P L
. Al drives all visitors to the same
society — help solve problems and .
. . . : overcrowded hotspots, it damages the
social well- improve the quality of life, . .
bein individually and collectively, | 03 community and environment.
g y y Responsible Al considers the broader
impact.
Al models — especiall
. P y A hotel uses an Al image generator to
generative ones — must W . . ”
. create “hand-drawn illustration style
Respect respect the rights of . .
. , marketing materials. But the Al learned
copyright — creators. They shouldn’t be . e
. . o that style by training on a specific
intellectual trained on an artist’s or . , L .
o . illustrator’s portfolio without permission.
property writer's work without

permission and then
reproduce their style.

The hotel might face legal and ethical
problems it didn’t anticipate.




Stop and check — Exercise 1: Match the principle

For each scenario below, identify which ethical
principle is being violated. Use the eight principles
above:

e Be fair

e Be transparent

e Be accountable

e Protect privacy

e Be reliable and safe

e Keep human in charge

e Be good for society

e Respect copyright

Several of these scenarios touch more than one
principle. Identify a primary principle and then name
a secondary one.

At the end of the document, you can find the solutions and the reasoning.

1. A travel website uses Al to recommend destinations, but it consistently suggests
expensive resorts to users with foreign-sounding names and budget options to
everyone else.

2. An Al chatbot invents a hotel policy about cancellation fees that doesn’t actually
exist, and a guest relies on it.

3. A hotel collects guests’ dietary preferences, health notes, and passport details in an

Al system with no encryption and no clear data retention policy.

. An Al-generated promotional video uses music that closely imitates a well-known

artist’s style without permission or credit.

A fully automated booking system rejects a reservation, and neither the guest nor

the hotel staff can find out why.

N

9]



From principles to law: the global framework

These ethical principles are becoming legal requirements.

Organisations such as the OECD and UNESCO have published formal recommendations
for responsible Al. Major technology companies (Google, Microsoft, IBM) have adopted
internal Al ethics guidelines. And governments are turning principles into enforceable law.

The most significant example is the EU Al Act, one of the first comprehensive Al
regulations in the world. Among other requirements, it mandates that any organisation
deploying an Al system must tell users they are interacting with Al (such as a chatbot), and
that creators of generative Al must comply with copyright law and disclose what training
data they used.

For anyone working in European tourism, this means using Al ethically is becoming a legal
obligation, not just a professional choice.



Stop and check — Exercise 2: True or false?

Read each statement and decide: true or false? Be
ready to explain your reasoning.

At the end of the document, you can find the solutions and the reasoning.

1.

w

Al ethics is only relevant for people and organisations who build Al systems, not for
people who use them.

The EU Al Act requires that users be informed when they’re interacting with a
chatbot.

If an Al system makes a mistake, nobody is responsible because it's a machine.
An Al tool that treats all users equally, regardless of background, is following the
fairness principle.

Ethical Al guidelines are just recommendations — there are no actual laws about Al
yet.



The Lesson in a Nutshell 5.1.

Al ethics is the set of principles — fairness, transparency, accountability, privacy, reliability,
human oversight, social well-being, and respect for copyright — that ensures Al benefits
people rather than harming them. These principles are rapidly becoming legal
requirements, especially in Europe. For anyone working in hospitality, where trust is the
foundation of everything, understanding and applying these principles is a core
professional skill.

What could this look like in my workday?

You work at a regional tourism centre and use an Al tool to prepare travel tips for
visitors. The tool writes descriptions of hotels, restaurants, and landmarks. The
results look polished, but you notice that the text promotes only one hotel chain and
includes customer photos without permission. You edit the content: you add more
diverse options, remove personal details, and verify that all information is accurate
and respectful. When sharing the final version, you note that Al helped generate the
draft but that you reviewed and approved it before publishing. That’s ethical Al use
in practice.

Why does this matter in my future job?

Tourism is built on trust: every message, photo, or description you share shapes
how guests see your organisation. If Al-generated content is one-sided, inaccurate,
or includes private information without consent, it can damage that trust quickly. By
understanding and applying ethical principles, you protect both your company’s
reputation and your own credibility as a professional.

Take a moment to reflect

Think about how you feel when a company uses your personal data in ads, emails,
or recommendations. What makes it feel acceptable, and what makes it feel
uncomfortable? Now imagine you’re the professional making those decisions at
work. Where would you draw the line?



Topic 5.1. Quiz Solution Exercise 1: Match the
principle

Return to the quiz

Question 1

Be fair — no bias — The system treats users differently based on the sound of their
name, which functions as a proxy for ethnicity or nationality. The recommendations
aren’t based on stated preferences or budget — they’re based on an assumption tied
to identity. That’s discrimination, even if unintentional.

Question 2

Be reliable and safe — The chatbot generated a hallucination — a policy that
doesn’t exist — and presented it as fact. A guest made a decision based on false
information. You could also argue this touches accountability (who is responsible for
the guest’s loss?) and transparency (the guest had no way to know the information
was fabricated). But the main point is reliability: the system didn’t work correctly.

Question 3

Protect privacy — keep data safe — The hotel stores highly sensitive personal
information — health-related data and identity documents — without basic security
(no encryption) and without clear rules about how long the data stays in the system
or who can access it. This is a straightforward privacy violation. Under GDPR, it
could also be an illegal one, since the regulation requires organisations to protect
personal data with appropriate technical measures and to define clear retention
periods.

Question 4

Respect copyright — intellectual property — The Al learned a specific artist’s
distinctive musical style from their work and then reproduced something closely
resembling it for commercial use — without the artist’'s permission or any credit.
Even if the output isn’t an exact copy of a specific song, using someone’s
recognisable creative identity to generate commercial content without consent
raises both ethical and legal concerns. The artist’s work contributed to the Al's
training, and the Al's output competes with the artist’s own livelihood.

Question 5

Be transparent — explainable — The system made a consequential decision —
rejecting a booking — with no explanation available to anyone. Neither the guest
who was affected nor the staff who might want to help can understand the
reasoning. The system operates as a “black box”. You could also connect this

to human oversight (no staff member could step in or override the decision), but the
primary failure is transparency: when a system makes a decision that affects
someone, it owes an explanation.
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Topic 5.1. Quiz Solution Exercise 2: True or false?

Return to the quiz

Question 1
e False — Al ethics operates on two levels — design and use. Engineers bear
responsibility for how they build the system, but professionals who use Al tools
every day also make ethical decisions constantly. When you choose what to
publish, whether to verify Al output, how to handle guest data, or whether to present
Al-generated content as your own, those are all ethical choices.

Question 2
e True — The EU Al Act includes a transparency obligation: organisations deploying
Al systems that interact directly with people — such as chatbots on hotel websites or
booking platforms — must inform users that they are communicating with an Al, not
a human. This means a hotel that uses a chatbot to handle guest enquiries must
make it clear to the guest that the responses come from an automated system.
Hiding this would violate the regulation.

Question 3
e False — This is exactly what the accountability principle exists to prevent. “The
computer did it” is not an acceptable answer. A person or organisation is always
responsible for the decisions they make using Al tools, and for the consequences of
those decisions.

Question 4

¢ True — The fairness principle states that Al should not make decisions or produce
outputs that discriminate based on race, gender, age, disability, religion, or
background. A system that gives the same quality of service, the same range of
recommendations, and the same accuracy of information to every user — regardless
of who they are — is meeting this standard. The real-world challenge is that
achieving this requires diverse, representative training data. Many Al systems fail
the fairness test not because they were designed to discriminate, but because their
training data was imbalanced.

Question 5
e False — While many ethical frameworks started as voluntary guidelines (OECD
recommendations, UNESCO principles, corporate policies from Google, Microsoft,
and IBM), governments are now turning these principles into enforceable law. The
most significant example is the EU Al Act.
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Topic 5.2. When Al gets it wrong: bias, hallucinations,
and misinformation

You’'ve just learned the ethical principles that Al should follow.

In this lesson, let’s look at what happens when things go
wrong, because Al fails in specific, predictable ways, and
understanding those failures is what allows you to catch them.
Al has three main weaknesses: it can be biased, it can
hallucinate, and it can be used to create convincing fakes. Each

one works differently, and each one requires a different response.

Al bias: when the data is the problem

Al bias happens when a system makes systematic, unfair decisions, not because it

was programmed to discriminate, but because the data it learned from was already
skewed. The Al doesn’t “choose” to be unfair. It simply reflects the imbalances in its

training data.

There are four common types:

Type How it works Example
An Al trained mostly on images of luxury beach
: The training data resorts learns that “hotel” means “expensive,
Bias from , ” .
data doesn’t represent coastal, and modern”, and gives poor results
reality fairly. when asked about mountain lodges or budget
hostels.

12



Type How it works Example
Humans label the A team labels photos of “professional hotel staff”
Bias in training data using and unconsciously selects mostly young, slim
labelling their own people in Western dress. The Al learns a narrow
stereotypes. idea of what “professional” looks like.
The Al finds The Al notices that five-star reviews in its
Bias from | shortcuts in the data | training data often mention “spa” and
the model | that don’t reflect “‘champagne”. It starts associating quality only
reality. with luxury, ignoring excellent budget properties.
The Al's own An Al recommends certain destinations to
Bias in outputs reinforce certain demographics. Those users click on the
feedback | and amplify the recommendations, which “confirms” to the Al
original bias. that it was right, and the cycle deepens.

Real-world examples

Try this search yourself or look at the two images below. Both show the results of asking

Al image generators for pictures of professional roles (March 2026).

Al generated portralt of a CEO at de.

Ceo of company portrait |

Generate al 41861284 Stock Photo

Froopik @ DoviantArt
Atemale ceo exud

3 Linknd

What Al Thinks CEOs Look Like

Unhappy CEO at the Airpo

@ Froepix

Generative al Bustration of

o Puadar

Al generated Female CEO in Busines.

© Voctoezy kedin
office arms crossed. Al Generated What Al Thinks CEO

Downioad Al Gene.

@ Froepk

Al generated Portrait of a handsome Afemale ceo exudi

@ Lini @ Pincel App

F © Vectoazy
Generative al lllust Al generated portral

@ Froopik M instagran

easy Al @ Froepik
executive ceo al generated An Al-generated |

Easy-Poasy
Al Face of Female CE

Search 1: CEO (Chief Executive Officer) images generated by Al

Confident Indian ceo standing with

Average CEO of a Top UK Compa.

Make a CEO Heads.
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ozy
Downiload Al Gene. A friendly robot housek Download Al Generate housekeeping - Al- A woman holding clea her workplace bokeh style backgro her workplace bokeh style backgro

y @ Dreamstime com # Thare's An Al For That @ Eroepix
portralt of asian housekeeper smill Al At Generator Housekeeper House Cleaning Generat Top Al Tools For Hotel House cleaning | Pre Al generated Woman maki at hotel. NI

Padest C 2y @ Adobe Stock
Modem Cieaning Solutio Download Al Gene. Al generated a housekeeping woman Premium Al-generated P Al Generated. Cleaning Lady with Bu Cartoon ct

Search 2: Housekeeper images generated by Al

Look at the patterns. The “CEQO” results are dominated by men — mostly white, middle-
aged, wearing suits, in corporate settings. The “housekeeper” results show almost
exclusively women, often from ethnic minorities, in uniforms, holding cleaning equipment.
No one programmed these tools to be sexist or racist. But the training data — millions of
images scraped from the internet — reflects decades of stereotypical representation. The
Al absorbed those patterns and now reproduces them as if they were facts about the
world.

This is bias from data in its most visible form. And it matters: if a hotel uses Al-generated
images for its website or marketing without checking for these patterns, it risks reinforcing
the very stereotypes the hospitality industry is working to move beyond.

« In hospitality: Imagine your hotel’s Al recommendation system has been trained
primarily on data from European leisure travellers. It might consistently suggest
wine tastings and spa packages, fine for that demographic, but unhelpful or even
alienating for families, budget travellers, or guests from cultures where alcohol isn’t
appropriate. The Al isn’t malicious; it’s just reflecting the limits of its training.

14



Stop and check — Exercise 1: Spot the bias

Read each scenario and identify what type of bias is at
work:

) Bias from data

o Bias in labelling

° Bias from the model
o Bias in the feedback

Explain your reasoning.

At the end of the document, you can find the solutions
and the reasoning.

1. An Al tool for generating hotel marketing images consistently produces visuals
showing only young, white couples because the stock photo library it was trained on
was not diverse.

2. A hotel chatbot recommends high-end restaurants to guests who book suites and
fast-food options to guests who book standard rooms — even though neither guest
asked for food recommendations at a particular price point.

3. Guests who receive Al-generated activity recommendations tend to click on the first
suggestion. The Al interprets these clicks as strong preferences and keeps
recommending similar activities, narrowing the range over time.

4. A team training an Al to classify guest reviews as “positive” or “negative” tends to
label reviews mentioning “clean” and “modern” as positive and reviews mentioning
“old” and “traditional” as negative — even when the guest meant “charming” and
“historic”.

15



Al Hallucinations: when Al invents facts

An Al hallucination is when a generative model confidently produces information that is
incorrect, nonsensical, or entirely fabricated, but presents it as if it were fact. You've
encountered this concept in earlier lessons, but it's worth examining more closely here
because the consequences can be serious.

This happens because generative Al is fundamentally a prediction machine. It doesn’t
“know” what’s true. It predicts what word, sentence, or image element should come next
based on statistical patterns. When those patterns lead it into unfamiliar territory, it fills the
gaps with plausible-sounding invention.

Common hallucinations include: fake place names, invented historical facts, non-
existent restaurants or attractions, fabricated statistics, and fictional citations or sources
that look completely legitimate.

« In hospitality — You ask an Al to write the description of your hotel’s spa for the
website. The text you receive states that the facility “offers treatments using thermal
water drawn from a natural underground spring.” Except your spa uses ordinary
heated tap water. The Al filled a gap by inventing a detail that is actually common in
many hotels of that category. If you publish the description without checking it,
you’re promising guests something you can’t deliver.

Deepfakes and Al-generated misinformation

The same generative technology that creates helpful content can also produce convincing
fakes, manipulated videos, fabricated images, or synthetic voice recordings that show
people saying or doing things they never did.

This matters for three reasons. First, creating fake content is now easy and cheap:
anyone with a laptop can do it. Second, it can be done at an enormous scale: thousands of
fake articles or images in seconds. Third, the quality is increasingly hard to distinguish
from reality.

« In hospitality — A competitor creates a fake negative review video showing “a
guest” complaining about your hotel, except the “guest” is an Al-generated avatar
and the complaint is fabricated. Or someone posts Al-generated images of your
property that make it look run-down when it isn’t. These scenarios may sound
extreme, but they’re already technically possible.

Your defence: a critical evaluation checklist

Bias, hallucinations, and misinformation are different problems, but your response to all
three is the same: don’t accept Al output at face value. Here’s a practical checklist for
evaluating what Al produces.

16



1. Checking text

Verify facts — Does the text mention names, dates, places, or statistics? Search for
them independently. If you can’t confirm them, don’t use them.

Watch for vagueness — Does it sound polished but say nothing specific? Generic,
source-free content is a warning sign.

Check for bias — Does the text favour one type of guest, one price range, or one
demographic? Would it feel fair to every reader?

Read it aloud — Does anything sound awkward, repetitive, or slightly “off’? Al text
sometimes has a distinctive flatness that your ear will catch before your eye does.

2. Checking images

Look at hands and fingers — Al still struggles with these: extra fingers, impossible
bends, or blurred joints are common tells.

Read any text in the image — Signs, labels, and book titles in Al-generated images
are often garbled or nonsensical.

Check shadows and lighting — Do shadows fall consistently? Does the person
look naturally placed in the environment, or “pasted on”?

Examine skin and hair — Al-generated skin can look unnaturally smooth, and hair
may blend oddly at the edges.

3. Checking audio and video

Listen for tone — Does the voice sound flat, lack natural emotion, or have strange
pauses?

Watch lip sync — Do the mouth movements match the words precisely? Slight
mismatches are a deepfake indicator.

Observe body movement — Is the head unnaturally still while the face moves?
Does the person blink at a normal rate?

17



The Lesson in a Nutshell 5.2.

Al has three predictable weaknesses: bias (from skewed training data), hallucinations
(inventing facts that sound plausible), and the potential for misuse through deepfakes and
misinformation. None of these makes Al useless, but all of them make human oversight
essential.

Your defence is critical evaluation: verify facts, check for bias, scrutinise images and video,
and never publish Al output without review. In tourism, where your content directly shapes
guest trust, this is a core part of your professional responsibility.

What could this look like in my workday?

You use an Al tool to create a post called “Top hidden spots in our region”. It quickly
produces a list of places with descriptions and several images. At first glance, it
looks great, but one of the places doesn’t exist, all the images show the same type
of luxury setting with the same demographic of visitors, and one photo has distorted
faces and unreadable text on a sign. You adjust the content before publishing: you
verify which places are real, add budget-friendly and family-oriented options, and
replace the suspicious images with authentic photos from your region. The post
goes out accurate, diverse and trustworthy.

Why does this matter in my future job?

In the digital world, small mistakes spread fast. A wrong name, a fabricated fact, a
biased description, or a fake-looking photo can confuse guests, upset partners, or
damage your organisation’s reputation. Knowing that Al can be biased, can invent
facts, and can produce misleading content helps you stay alert and keep control
over what you publish.

Take a moment to reflect

® |n everyday life, we're used to receiving ready-made information: a search result, a

suggestion, an Al-generated answer. How important is it today to be able to ask
ourselves the right questions? Think about how you react when you see something
unusual online: a photo, a ‘fact’, or a news story. Do you believe it straight away, or
do you check another source first? And which sources do you turn to? How do you
assess whether they are reliable or not?

18



Topic 5.2. Quiz Solution Exercise 1: Spot the bias

Return to the quiz

Question 1
e Bias from data — The problem originates in the training dataset itself: the stock
photo library didn’t represent the diversity of real hotel guests. The Al never had the
chance to learn that guests come in all ages, ethnicities, and group types because
the examples it studied were narrow. The Al isn’t choosing to be biased; it simply
never saw anything different.

Question 2
¢ Bias from the model — The Al found a shortcut: it noticed a correlation in its
training data between room category and restaurant price and assumed this was a
reliable rule. But the correlation isn’t a cause; someone booking a standard room
might love fine dining, and someone in a suite might want a casual burger. The
model created an assumption that doesn’t reflect reality, and now it's making unfair
recommendations based on it.

Question 3

e Bias in feedback — This is a feedback loop. The Al recommends something, the
guest clicks it (possibly just because it appeared first, not because it was the best
match), and the Al reads that click as validation. So it recommends more of the
same, the guest clicks again because the options keep narrowing, and the cycle
reinforces itself. Over time, the system becomes increasingly narrow, not because
the guest’s tastes are narrow, but because the Al is confirming its own
assumptions.

Question 4
e Bias in labelling — The problem is in the human judgement applied during the data
preparation phase. The team brought their own assumptions about what “good” and
“‘bad” mean — associating “modern” with positive and “old” with negative — without
considering that guests often use “old” and “traditional” as compliments. The Al then
learns these incorrect labels as truth and will misclassify future reviews that praise a
hotel for its historic charm.
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Topic 5.3. The environmental footprint of Al

In this lesson, we’ll explore a dimension of Al that’s
easy to overlook: its environmental impact.

Behind every text you generate, every image you create,
and every request you send, there is a physical
infrastructure made of servers, which needs resources to
function: electricity and water above all. Being aware of this
is an integral part of using Al responsibly.

The environmental cost

Training and running large Al models require enormous computing power. This
happens in data centres — large facilities packed with servers that require massive
amounts of electricity to operate and significant amounts of water to stay cool. According
to the International Energy Agency, the energy consumption of data centres dedicated to
Al is set to significantly increase in the short term, with a growing impact on global
emissions.
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Equinix’s AM3 data centre in Amsterdam (by Equinix)
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Hanwha data centres

Every time you prompt a generative Al tool, you’re using a small fraction of that
infrastructure. One query may be negligible. But multiply it by millions of users, thousands
of times a day, and the cumulative impact is significant, and growing. It's worth noting that
this is a critical and ongoing debate: data and estimates vary across studies, and research
is constantly evolving. There is, however, another side to the question. According to a
recent report by UNESCO and University College London (2025), choosing smaller,
specialised Al models for specific tasks — such as translating a text or summarising a
document — can greatly reduce energy consumption, without compromising the quality of
the results. The keyword here is “specific’: this efficiency benefit applies to well-defined
tasks, not to a generic and unlimited use of Al.

Green Al: finding the balance

The emerging field of “Green Al” addresses this challenge on several fronts: powering data
centres with renewable energy (solar, wind), designing more efficient models that require
less computing power (such as the specialised models mentioned in the UNESCO report,
built to do one thing well rather than everything), and developing better practices around
when and how Al is used.

The relationship between Al and sustainability is a rapidly evolving field, and it's worth
staying up to date. Among the most interesting trends to follow is so-called “Frugal Al” — an
approach that rethinks the design of Al systems with the goal of “doing more with less”:
less energy, less data, fewer resources.
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The first two levers are in the hands of those who develop and manage these systems.
The third, however, concerns you directly. For a tourism professional, this translates into a
simple habit: use Al when it genuinely adds value, and don’t use it when a simpler solution
works just as well. Reuse an existing photo of your property instead of generating a new
one. Edit a previous draft of a newsletter rather than starting from scratch every time.
Avoid generating ten versions of the same image just to pick one. Think of it like any other
sustainability practice you already know in your industry — from reusing towels to saving
energy in the room: small choices, made consistently, add up.
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Stop and check — Exercise 1: True or false?

Read each statement and decide: true or false? Be ready
to explain your reasoning.

At the end of the document, you can find the solutions and
the reasoning.

)

1. Running an Al query uses no physical resources because it happens “in the cloud”.

2. For every task, Al always uses more energy than a human would.

3. “Green Al” aims to make Al models more energy-efficient and powered by renewable
sources.

4. Reusing an existing image instead of generating a new one has no environmental
benefit.
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The Lesson in a Nutshell 5.3.

Every interaction with Al has a significant environmental footprint. For certain specific
tasks, Al can prove to be an efficient choice; for others, it adds an energy and resource
cost that could be avoided. Green Al — along with related approaches such as Frugal Al —
invites us to make conscious choices: using Al where it adds real value, reusing content
whenever possible, and always keeping in mind that the use of any digital tool has
concrete impacts on the real world. In an industry where sustainability carries growing
weight, this awareness is an integral part of the training of every professional.

What could this look like in my workday?

e You’re preparing a new online brochure for visitors. Before asking an Al to generate
fresh visuals, you check what you already have: last season’s photos, existing
descriptions, and previous layouts. You realise a small update to an existing image
works perfectly. You save time, keep the content authentic, and use Al only where it
genuinely adds something new. It's a small choice, but it reflects the same
sustainability mindset your hotel promotes to guests.

Why does this matter in my future job?

e Tourism and sustainability are deeply connected. Both guests and stakeholders
(partner organisations, industry bodies, potential funders) increasingly view
favourably those organisations that pay attention to their environmental impact — not
only in travel logistics, but also in the way they use technology. Many tourism
organisations now include digital responsibility within their sustainability policies.
Understanding that Al also has an environmental impact allows you to make
informed choices in line with these policies and to demonstrate the ability to adopt a
responsible approach in your work.

Take a moment to reflect

e Think about the digital tools you use every day — Al, email, cloud storage, social
media. Which of these could you use more efficiently without losing quality? What's
one small change you could make to reduce your environmental impact in using Al?
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Topic 5.3. Quiz Solution Exercise 1: True or false?

Return to the quiz

Question 1
e False — “The cloud” is a misleading metaphor. There’s nothing airy or weightless

about it. Every Al query runs on physical servers in data centres that consume
electricity to process the request and water to cool the hardware. The infrastructure is
real, large, and energy-intensive. The fact that you can’t see it from your laptop
doesn’t mean it isn’t there: if it computes, it consumes.

Question 2

False — For specific, well-defined tasks — writing a 500-word report, translating a
document, summarising a dataset — an Al might use less total energy than a person
completing the same task without using Al. However, “sometimes more efficient for
specific tasks” is very different from “always greener”. If you use Al unnecessarily,
repetitively, or for tasks that a simpler solution could handle, the cumulative energy
cost adds up. The keyword is “always”: that's what makes the statement false.

Question 3
e True — Green Al is an emerging field focused on reducing the environmental cost of

Al through two main approaches: designing models that achieve the same results
with less computing power (efficiency) and powering the data centres that run Al with
renewable energy like solar and wind (clean energy). Some researchers also
advocate for transparency, requiring Al companies to report the energy consumption
and carbon emissions of their models, similar to an energy rating on a household
appliance.

Question 4
e False — Every time you ask an Al to generate a new image, it runs a computation

that consumes energy. If you already have a suitable image — from a previous shoot,
a past campaign, or an earlier generation — reusing it avoids that computation
entirely. The environmental benefit of a single reuse is tiny, but multiplied across
millions of users making the same choice, it adds up.
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Topic 5.4. Al beyond technology: work, privacy and
social impact

The influence of Al extends well beyond the individual digital tools
we use and the activities we carry out by tapping into their
capabilities. Its integration into an ever-growing number of sectors —
education and training, healthcare, security — raises questions
about many issues. Foremost among them: employment, data
governance, and future developments.

This lesson, as the conclusion of the course, takes a step back
to reflect on this bigger picture.

Al and employment

Al offers efficient alternatives for all the tasks that involve repetitive activities: data entry,
standard customer service responses, or basic management of appointments and
calendars. In tourism, this means that some roles will progressively be replaced by Al. At
the same time, however, Al is fostering the creation of new professional roles that did not
exist just a few years ago: people who review Al-generated content, specialists in prompt
writing, experts in data ethics.

It must be stressed, however, that this transition is not automatic: the roles that disappear
and those that emerge do not require the same skills and do not target the same people.
This is why continuous learning becomes an essential tool for keeping up with change.

The key point is precisely this: the professionals who will make the difference are those
who will know how to work alongside Al and use it competently. The ability to combine the
efficiency of machines with one’s own creativity, intelligence, critical thinking, empathy,
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and cultural sensitivity is what will allow us to take advantage of this new technology
without being overwhelmed by it.

Miniature figures of workers and robots working on a circuit board — Adobe Stock

Data governance and privacy

Al systems need vast amounts of data to function. This makes the question of how
data is collected, stored, used, and protected critically important. Poor data handling
can lead to breaches (personal guest information exposed), misuse (data sold or shared

without consent), and biased outcomes (decisions based on incomplete or skewed data).
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This is why regulations like the GDPR (General Data Protection Regulation) exist in
Europe: to protect individuals’ data rights. As a hospitality professional, you'll handle guest
data regularly. Understanding that Al tools process and store this data, and that your
organisation is legally responsible for how it's used, is part of your professional
competence.

Al learning from Al

There is another, less obvious but equally important issue. WWhen Al systems interact
with each other, or when different Al tools are trained on outputs produced by other Al
tools, they can develop shared patterns or “habits” that amplify over time. Think of a
rumour spreading through a group: with each retelling, the original gets slightly distorted,
but in the end, everyone believes the same version.

Scientists have given a name to this phenomenon — “model collapse” — and are studying it
closely. When training relies repeatedly on Al-generated content, models tend to produce
increasingly homogeneous outputs, lose linguistic diversity, and “forget” rare or less
frequent cases, thus amplifying existing biases.

However, this scenario is not inevitable: the presence of a sufficient share of authentic
content, generated or curated by human beings, is what keeps Al systems stable and
reliable over time. For you, the practical takeaway is simple: when accuracy matters,
always trace Al-generated information back to a verifiable human source. Your critical eye
is not only a safeguard for your own work: it is also, in a small way, a contribution to the
overall quality of the digital ecosystem.
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Stop and check — Exercise 1: The future of your job

Discuss these questions in groups of 3—4.

Think of three tasks in a hotel or tourism office that Al could automate. For each one,
consider: would the hotel lose anything if a human no longer performed it?

« Think of three tasks that you believe should always involve a human, no
matter how good Al gets. What makes these tasks different?

o If a job posting says “experience with Al tools preferred”, what do you think the
employer actually means? What skills are they looking for?

Open-ended prompt: In two sentences, explain why “Al will take all our jobs” is an
oversimplification. What's the more accurate picture?
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The Lesson in a Nutshell 5.4.

Al is changing the world of work: some tasks are being automated, new ones are
emerging, and the boundaries between what the machine does and what the person does
keep shifting. At the same time, questions around privacy and data protection are growing,
especially with regulations like GDPR that directly affect those working in tourism. There is
also a less visible but equally important issue: when Al systems learn from content
generated by other Al, the risk is a gradual decline in quality and originality. The challenge
isn’t learning to use Al — that’s the easy part. The challenge is continuing to think
independently while you use it.

What could this look like in my workday?

A new Al tool is introduced in your hotel to support a range of daily activities: from
booking management to creating content for social media, all the way to review
analysis. Colleagues are divided: some see it as a threat to their roles, others as a
valuable help. You have completed the training course and you know the truth lies
somewhere in the middle: Al makes many activities more efficient, but it also raises
important questions about guest privacy, the quality of published content, and the
need to maintain a constant critical eye. You suggest that the team hold regular
meetings to share experiences, discuss ethical concerns, and define internal
guidelines together.

Why does this matter in my future job?

The tourism industry is going through a structural transformation, with Al
progressively integrating into every operational area: from revenue management to
booking handling, from personalised marketing to feedback analysis, all the way to
multichannel customer service. Understanding how these systems work, what data
they use, and what their limits are is now an integral part of the professional profile
the market requires you to have.

The key skills worth developing fall into three categories.

. The first are basic technical skills: choosing the right tool for each task,
formulating effective prompts, critically evaluating outputs, and
recognising when a result is not reliable.

. The second are governance skills: knowing data protection regulations
(starting with the GDPR), understanding the ethical implications of Al use,
and being able to apply verification and oversight protocols.

. The third are transferable skills: critical thinking, cultural sensitivity, the
ability to mediate between tool and person, and attention to the quality of
the guest experience.

Al is an accelerator: it amplifies what you do well, but also what you do poorly. This
is why continuous learning becomes the true competitive factor. The journey you
have just completed is a solid foundation; its effectiveness will depend on how
consistently you keep updating it over time.
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Take a moment to reflect

® |n the context we’ve explored together, transferable skills — critical thinking,
empathy, the ability to collaborate, adaptability, creativity — are becoming
increasingly valuable, precisely because Al doesn’t possess them. But where do
you develop these skills? Not only in the classroom. Think about experiences
you’ve had or could have: volunteering, a community project, organising an event, a
period abroad, a team sport. In which of these experiences did you feel you grew
the most as a person? And looking ahead, which transversal skill would you like to
strengthen to prepare for the world of work that awaits you?
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Topic 5.5. Conclusions

Over Lesson 5, you've explored the ethical side of Al: from the principles that guide
responsible use, to the ways Al can fail and how to catch those failures, to the
environmental and social impacts of the technology, and finally to the bigger questions
about jobs, data, and the future of work. Each topic added a different layer to the same
picture: understanding how we should use Al responsibly.

One thread connects everything: Al requires a thoughtful, informed human at the controls.
That human is you.

What's next?

You've completed the DIVETOURZ journey into Generative Al.
Keep exploring, keep questioning, and keep learning.

It's hard to imagine what the near future will bring, but the core skills you’ve built — clear
communication, critical evaluation, ethical awareness, and the confidence to direct Al
rather than follow it — are yours to keep.

Best of luck — The DIVETOURZ2 team

32



Lesson 5 Al — Test your knowledge

Welcome to the Quiz

This quiz is designed to help you review and consolidate the key concepts covered in this
Lesson. By completing it, you will earn points that reflect your progress. In addition,
finishing the quiz will also bring you closer to unlocking the badge for the course.

Read the story and answer the questions.

It’'s Monday morning, and Jonas has just arrived in a small coastal town for his
Erasmus+ mobility placement at a local tourism promotion agency.

His tutor, Meryem, asks him to help with content for the summer season: they need
social media posts, a food itinerary, and a few short videos for the website.

Jonas gets to work. He opens a chatbot and asks it to write an article about the best
B&Bs in the area. The text it produces is fluent, well-written, and convincing. But upon
careful reading, Jonas notices something isn’t right: the references to guest experiences
are so specific that anyone who knew the guests could identify them. Jonas thinks for a
moment. Last summer, a classmate had posted a video of their class without asking
anyone, and it caused serious problems. He flags it to Meryem, who explains that this is
exactly why every piece of Al-generated content at the agency goes through a human
review before being published: “We never publish anything before someone has read and
approved it.”

The next day, Jonas works on the food itinerary. He asks the Al to suggest where to
eat in the region, and the result is elegant: restaurants with tasting menus, wine pairings,
and signature dishes. All very impressive, but Jonas knows the area well: there are
fantastic trattorias, historic focaccia shops, places where a family can eat brilliantly without
spending a fortune. The Al had completely ignored them. He rewrites the itinerary in his
own way, blending what the Al suggests with his own experience. Then he double-checks
every name, every address, every opening time. He knows the Al can invent things that
don'’t exist. It's happened to him before: he had reshared a story about a concert in his city.
It looked real — there was the venue, the date, the artist’'s name — but it was completely
made up, and he’d felt embarrassed. Since then, he checks.

That afternoon, he works on the video. Meryem gives him the photos taken during a
scouting visit to the coastal trails, and Jonas uses Al to edit them into a reel with
transitions, music, and a voiceover. The result looks good; it has a nice rhythm. But
watching it back, he spots three issues. First, the Al has enhanced the colours so much
that the trail looks almost tropical — lush greens, impossibly blue sky. It’s beautiful, but it
doesn’t match what a visitor would actually see. Jonas tones down the editing. Then he
listens to the background music more carefully; it sounds remarkably similar to a well-
known song, so he replaces it with a royalty-free alternative. Finally, he realises there are
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no captions. Anyone with a hearing impairment, or simply watching on a train without
earphones, would miss the voiceover entirely. He adds subtitles in two languages before
sending the draft to Meryem.

Friday, team meeting. Meryem asks Jonas to talk about how his first week went. Jonas
describes the content he prepared, the errors he found, and the things he corrected. Then
he adds something that wasn’t on the agenda.

He says that since he started working on these topics, he’s also been thinking about
something else: energy consumption. Jonas has always cared about the environment —
he cycles to school, buys from second-hand markets, turns off the lights when he leaves
the house — and he’s discovered that every request to Al has an energy cost. The servers
that process the responses consume electricity and water for cooling. It's not enormous for
a single query, but multiplied by millions of users a day, the number becomes staggering.
He suggests the team reuse and adapt existing content whenever possible: a small
gesture, but one that’s consistent with the organisation’s values.

Jonas goes home and thinks back over the week. A week ago, Al was the thing he
used to help with homework and to generate fun filters to send around online. Now he
sees it differently. It seems like a useful tool for work, as long as the person using it keeps
thinking for themselves. And maybe, Jonas thinks, that's the whole point: it's not the Al
that needs to be intelligent. It's us.

Question 1
Throughout the week, Jonas encounters several situations related to the
principles of ethical Al use. Which principles emerge from his experience?
e Speed, efficiency, and automation.
e Personal data protection
e Creativity, innovation, and competitiveness.
e Human oversight and accuracy.
e Cost reduction, time saving, and increased productivity.

Question 2
During his placement, Jonas encounters several types of error produced by Al.
Which of the following do you recognise?
e Partial representation of reality
¢ Content copied from other websites.
e Grammatical errors, low-quality images, and music unsuitable for the context.
¢ Invention of non-existent details
e Visual alteration that doesn’t match reality
e Textin the wrong language
e Incorrect dates

Question 3
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During the week, Jonas realises that many of the situations he faces at his
placement remind him of experiences from his everyday life. What does this
connection suggest?

That young people are naturally better prepared to handle Al because they grew up
with technology.

That the skills needed for responsible Al use are the same ones we need every
time we interact with technology, at work and in everyday life.

That personal experiences are useful, but in a professional context what really
matters are specialised technical skills.

That Al works better when used by people who have a lot of experience with social
media.

Question 4
Jonas starts his placement thinking of Al as a tool for homework and fun filters
and leaves with a different perspective. What shifts do we notice?

He realised that Al is only useful in a professional setting and shouldn’t be used for
personal purposes.

He understood that Al is a useful tool for work that amplifies both the skills and the
gaps of the person using it.

He discovered new Al tools he didn’t know before and now knows how to use them
professionally.

He understood that Al doesn’t replace human intelligence but works alongside it.
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