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DIVETOURZ2
Lesson 2. Understanding the Generative
Al model and its capabillities

In Lesson 1, you learned what Al is and how Machine Learning systems learn patterns
from data. Now we’ll look at what these systems do with that learning, and it turns out
there are two fundamentally different approaches. Some ML models analyse existing
information and classify it. Others go a step further; they generate entirely new content: a
text, an image, a piece of music, a video. This second type is called Generative Al.
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By the end of this section, you'll be able to:

o Distinguish between discriminative Al and generative Al and explain their
respective roles in the tourism sector.

e Describe how neural networks and deep learning underpin generative Al.

e Explain how generative Al produces content through pattern prediction.

¢ ldentify the different types of content that generative Al can produce: text, images,
audio, video, and synthetic data.

e Assess the limitations of generative Al and the importance of human oversight
regarding accuracy, transparency, and originality.



Topic 2.1. Understanding GenAl

In this section, we’ll explore how Al systems use what they’'ve
learned from data. It turns out there are two fundamentally different
approaches.

Some Al systems look at information and decide what it is. Others
take everything they’ve learned and generate something new.
Understanding this distinction is the key to understanding
Generative Al.

A simple way to think about it

Before we get into definitions, here’s an analogy.

Think of a teacher and a student during an exam. The teacher reads each answer and
decides whether it's correct or incorrect. That’s one kind of Al: it looks at what’s in front of
it and sorts it into categories. Now think of the student writing the essay. They draw on
everything they’ve studied — textbooks, class notes, past examples — and produce
something original. That’s the other kind of Al: it generates new content based on patterns
it has learned.

These two approaches have names: Discriminative Al and Generative Al.
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A teacher who evaluates the student’s answers

A student who writes an essay



Stop and check — Exercise 1: Which type?

Decide whether each example sounds more like
discriminative Al or generative Al.

At the end of the document, you can find the solutions
and the reasoning.

1. An Al scans a photo and decides whether it shows a beach or a mountain.

2. An Al writes a personalised birthday message for a hotel guest.

3. A system reads customer reviews and labels each one as “positive”, “neutral”, or
“negative”.

4. A tool creates a new logo design based on a text description you provide.

5. An email system sorts incoming messages into “booking”, “complaint”, and “general
enquiry”.



Discriminative Al: the classifier

Discriminative Al models act as classifiers. Their job is to look at a piece of data and
assign it to a category. Is this email spam or legitimate? Is this transaction fraudulent or
normal? Does this image show a cat or a dog?

These models learn the boundaries between categories by studying thousands of labelled
examples. Over time, they become very accurate at sorting new, unseen data into the right
group. You’ve already encountered several discriminative Al systems in Lesson 1 — spam
filters, fraud detection, and facial recognition are all examples of Al that classify.

In a hospitality setting, discriminative Al is already at work in ways you might not notice.
A hotel booking system that sorts incoming guest requests by type (room enquiry,
complaint, special request) and flags urgent ones uses discriminative Al. A revenue
management system that predicts whether demand will be “high”, “medium”, or “low” for a
given weekend is classifying future conditions based on past patterns. A security system
that determines whether a person at the entrance is a registered guest relies on facial
recognition: another classifier.

Generative Al: the creator

Generative Al models do something fundamentally different. Instead of sorting
existing information, they produce new content that didn’t exist before: text, images, music,
code, or video.

How do they do this? Think back to the ML workflow from Lesson 1. A generative model is
trained on enormous volumes of data: millions of articles, images, conversations, or audio
recordings. Through this training, it learns the underlying patterns — the structure of a
sentence, the composition of a photograph, the progression of a melody. It then uses
those patterns to generate new content that resembles what it learned from but isn’'t a
copy of any single source.

When you ask ChatGPT to write a paragraph, it isn’t retrieving a stored answer. It's
predicting, word by word, what should come next based on the patterns of language it
absorbed during training. When DALL-E generates an image from a text description, it's
synthesising visual patterns it learned from millions of images into something new.

In a hospitality setting, generative Al opens up possibilities beyond sorting and
classification. A front-desk assistant tool that drafts personalised welcome emails for
arriving guests — adjusting the tone, language, and content based on the guest’s profile —
is using generative Al. A marketing team that uses Al to create social media posts, write
promotional descriptions for seasonal offers, or translate content into multiple languages is
leveraging the same technology. A concierge chatbot that builds a custom day-by-day
itinerary based on a guest’s interests (“I love contemporary art, street food, and walking;
plan my two days in Turin”) is generating new content.



Discriminative and Generative Al: a comparative table

Feature

Discriminative Al

Generative Al

Primary goal

Classify, categorise, or
predict a label.

Create data instances.

What it learns

The boundaries between
classes.

The underlying patterns in the data.

Core question

“Is this A or B?”
“What is this?”

“What does this look like, and how
can | create more like it?”

Output

A label, category, or
predicted value.

Images, text, audio, video, synthetic
data, code.

Examples in
the tourism
sector

Sorting guest requests,
flagging suspicious bookings,
and forecasting demand
levels.

Drafting personalised emails,
generating itineraries, and creating
marketing content.




Stop and check — Exercise 2: Sort the hotel task

Work in groups of 3—4. Below is a list of tasks that happen at a hotel. For each one, decide
together: does it need discriminative Al, generative Al, or both working together?

e A concierge Al generates a two-day walking itinerary for a family visiting the
area.

e The system detects that a guest’s credit card payment looks suspicious and
blocks it.

e The hotel’s chatbot writes a personalised restaurant recommendation for a
vegan guest.

e The booking platform predicts that next weekend will have high demand and
raises room prices.

¢ An Al tool translates the hotel’s new brochure from English into Italian,
Portuguese, and Lithuanian.

e The security camera identifies a person as a registered guest and unlocks the
spa door.

e A marketing tool creates three different Instagram captions for the hotel’s new
sensory garden.

e The email system reads 50 incoming messages and sorts them into “urgent”,
“standard”, and “spam”.



Seeing both in action: a hotel scenario

To truly grasp the distinct capabilities of Discriminative Al and Generative Al, let’s explore
how they might function within a practical and relatable context.

The discriminative Al at work

It’s 8 am, and the hotel’s inbox already has 40 new messages. The Al-powered
email system scans each one and classifies it: 12 are reservation enquiries, 8 are
check-in questions, 5 are special requests (extra pillows, late checkout), 3 are
complaints, and the rest are promotional emails from suppliers. It flags the
complaints and special requests as high priority and moves the supplier emails to a
separate folder. The front-desk team opens their inbox to find everything already
sorted and the most urgent items at the top.

Meanwhile, the hotel’s booking system analyses reservation data alongside
local event calendars and weather forecasts. It classifies next month’s expected
occupancy as “high” and alerts the manager to prepare additional rooms.

Online reservation Local event — ATP Finals — Turin, 2025

The generative Al at work

Now the front desk manager needs to respond to those 12 reservation enquiries.
Rather than typing each reply from scratch, a generative Al assistant drafts
personalised responses for each one — pulling in the guest’s name, their requested
dates, room availability, and a warm, professional tone. The manager reviews each
draft, makes small adjustments where needed, and sends them off.

Later that morning, the accessibility manager asks the hotel’s Al tool to “write three
Instagram captions promoting the hotel's updated accessibility features, targeting
young tourists, seniors and families.” The tool generates three options, each with a
slightly different angle. She picks the best one, tweaks a line and posts it.



Stop and check — Exercise 3: True or false?

Decide whether each statement is true or false.

At the end of the document, you can find the solutions
and the reasoning.

1. Generative Al retrieves pre-written answers from a database.
2. A hotel could use both types of Al on the same task.
3. GenAl always produces accurate, reliable content that doesn’t need checking.
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The Lesson in a Nutshell 2.1.

Artificial intelligence works in two main ways. Discriminative Al focuses on recognising and
sorting information that already exists — it looks at data and decides what it is. Generative
Al takes everything it has learned and creates something new: a text, an image, an
itinerary, or a piece of music that didn’t exist before. Together they shape how most smart
tools work: one recognises, the other creates.

What could this look like in my workday?

Imagine you work for a tour operator that runs kayak excursions through the
Plateliai archipelago. It's high season, and enquiries are coming in in three different
languages. A discriminative Al system analyses the incoming emails and sorts them
automatically: booking requests, questions about route difficulty, cancellations. You
open your inbox and find everything already organised by priority. To reply, you use
a generative Al assistant that drafts personalised responses in each client’s
language, adjusting the tone depending on whether it's a family with children or a
group of experienced paddlers. You review each message, correct a detail about
the route length, and send. Two types of Al, one workflow: one organises, the other
writes, and you make sure everything is accurate.

Why does this matter in my future job?

When you start working, you’ll notice that many of the tools you use every day
combine both types of Al without you even realising it. The app that recognises a
guest’s language from their email is discriminative Al. The tool that translates your
reply into that language is generative Al. The system that analyses photos uploaded
by visitors and sorts them by location is discriminative; the tool that turns those
photos into a promotional reel is generative. Knowing which type of Al is at work at
any given moment helps you understand where to trust the result and where to stop
and check.

Take a moment to reflect

In your everyday life, you too are constantly classifying and creating. When you
open the fridge and decide what’s still good and what’s past its best, you're
performing a discriminative operation: you're analysing and sorting. When you
improvise a dinner with whatever ingredients you find, you’re performing a
generative one: you're creating something new from what you have. Al does the
same thing, only much faster and on a much larger scale. But think about it: when
you classify, what do you draw on? Experience, memory, analytical skills. When
you create, what do you bring? Intuition, taste, creativity. How can you make the
most of these skills when using Al?

11



Topic 2.1. Quiz Solution exercise 1: Which type?

Return to the quiz

Question 1
e Discriminative — The Al looks at an existing piece of data (the photo) and assigns it
to one of two predefined categories: beach or mountain. It doesn’t create anything
new; it classifies what's already there. The Al learned the boundaries between
“beach images” and “mountain images” during training, and now it applies that
knowledge to sort new photos it hasn’t seen before.

Question 2
¢ Generative — The Al produces new content that didn’t exist before: a birthday
message tailored to a specific guest. It isn’t choosing between categories or
labelling something; it's creating original text based on patterns it learned from
millions of examples of written language. The message it writes for this guest will be
different from the one it writes for the next guest, because it generates based on
context rather than selecting from a fixed set of options.

Question 3

¢ Discriminative — The Al reads existing text (the reviews) and sorts each one
into one of three categories. It’s making a judgement about what’s already
there — is this review positive, neutral, or negative? — without producing any
new content. The review itself stays unchanged; the Al simply attaches a
label to it. This is classification, the core function of discriminative Al. The
system learned during training what positive, neutral, and negative language
looks like, and now it applies those learned boundaries to new reviews.

Question 4
e Generative. The Al takes your text description and produces a visual design that
didn’t exist before. It isn’t sorting or labelling anything; it’s creating an original image
from scratch, guided by the patterns it learned during training about shapes,
colours, typography, and design principles. Every logo it generates is unique to the
specific description you provided.

Question 5
¢ Discriminative. The system reads each incoming email and assigns it to one of
three predefined categories. It examines the content of the email — the words, the
tone, the structure — and decides which category it belongs to. The emails
themselves aren’t changed or rewritten; they’re simply sorted. The Al learned during
training what booking requests, complaints, and general enquiries typically look like,
and now it applies that knowledge to route new emails correctly.

12



Topic 2.1. Quiz Solution exercise 3: True or false?

Return to the quiz

Question 1
e False — This is one of the most common misconceptions about GenAl. Generative
Al does not search through a library of stored answers and select one that fits. It
generates new content from scratch, word by word (for text) or element by element
(for images), by predicting what should come next based on patterns it absorbed
during training. This is why you can ask the same question twice and get two
different responses.

Question 2
e True — A hotel could use, for example, sorting guest reviews (discriminative) and
then writing summary reports about them (generative). The discriminative Al reads
200 reviews and classifies each one by topic (room, breakfast, staff, location) and
sentiment (positive, mixed, negative). The generative Al then takes that structured
analysis and writes a readable summary report for the manager.

Question 3
e False — GenAl predicts what sounds plausible, not what is true. It has no way to
verify its own output against reality. It can hallucinate facts (invent a restaurant that
doesn’t exist), reproduce biases from its training data (recommend only luxury
options), generate geographically impossible claims, and fabricate sources that
sound legitimate but don’t exist. Every piece of GenAl output needs human review
before it reaches a guest, goes on social media, or represents the hotel in any way.

13



Topic 2.2. How GenAl learns

You already know that Generative Al creates
new content — text, images, code, music,
synthetic data — by learning patterns from data.
But how does it actually learn those patterns?
And how does it go from “learning” to
“creating”?

In this section, we’ll look under the hood at the
mechanism that makes it all work: neural
networks.

Neural networks: a mental model

The technology behind GenAl is called Artificial Neural Network. The name comes from
the human brain — the idea is inspired by how biological neurons connect and work
together — but don’t take the analogy too literally. A neural network is not a brain. It's a
mathematical system that processes information in stages.

Here’s a simple way to picture it. Imagine a large hotel kitchen during breakfast service.
Orders come in from guests (the input). The kitchen has several stations — one for
pastries, one for eggs, one for drinks — and each station processes part of the order (the
hidden layers). At the end, a complete breakfast tray comes out ready for the guest (the
output). Each station doesn’t know what the final tray looks like. It just does its part, but
because the stations are connected in the right sequence, the whole system produces
something coherent.

14
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A neural network works the same way, in three parts

e Input Layer — This is where raw data enters the system. If you’re training a model
to write hotel descriptions, the input might be thousands of existing descriptions,
broken into individual words and phrases.

« Hidden Layers — Hidden layers are the intermediate processing levels that work
between the input and the output. A network can have just one or many, and each
one analyses the information looking for a different type of pattern. The early layers
pick up simple elements, such as which words frequently appear in association with
others. The deeper layers — deep learning — recognise more complex patterns: the
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structure of a sentence, the difference in tone between an ad for a campsite and
one for an agriturismo.

Deep learning

When a neural network has many hidden layers stacked on top of each other, we call it deep
learning. The depth of the network allows it to go beyond recognising simple associations: a deep
learning model can, for example, recognise that a description combining “locally sourced
breakfast”, “solar panels” and “nature reserve hikes” refers to a sustainable tourism property and
calls for an authentic, environmentally conscious tone. It picks up context, not just word proximity.
Deep learning is the technology behind the most powerful generative Al tools, which all rely on

deep neural networks with billions of connections, trained on vast datasets.

o Output Layer: This is where the network produces its result. For a text generator,
this might be the next word in a sentence. For an image generator, it might be the
next pixel or visual element.

As the network processes data during training, the connections between layers get
stronger or weaker depending on how well the network’s output matches what was
expected. Connections that lead to good predictions get reinforced; connections that lead
to poor ones get weakened. Over millions of examples, the network gradually tunes itself
to recognise the patterns in the data with increasing accuracy. This tuning process is what
we call training, and it's the same concept you explored in the ML workflow in Topic 1.2.

16



Stop and check — Exercise 1: Complete the sentence

Complete each sentence using the correct term:

a. Input layer
b. Hidden layer
C. Output layer
d.  Training

e. Connections

At the end of the document, you can find the solutions
and the reasoning.

1. Patterns are detected and processed in the , Where each
stage picks up increasingly complex features.

2. Raw data enters the neural network through the

3. During , the network adjusts itself by processing millions of
examples and learning which patterns lead to good results.

4. The result — a word, an image, a prediction — is produced by
the

5. The between layers get stronger when they contribute to
accurate outputs and weaker when they don'’t.

17



From learning to creating: how GenAl generates content

Understanding the network’s structure is crucial. But how does it produce a new sentence
or a new image? This is where the concept of prediction comes in.

A generative text model

A generative text model like ChatGPT doesn’t “know” what it wants to say. Instead, it
generates content one piece at a time by predicting what should come next, based on the
patterns it learned during training.

e Here’s a simplified example. Imagine you’ve typed this prompt into a hotel’s
Al assistant: “Write a welcome message for a guest arriving for their anniversary.”
The model starts with the first word. Based on everything it has learned from
millions of texts, it predicts that a welcome message is likely to begin with
something like “Dear” or “Welcome”. Let’s say it picks “Dear”.

Now, given that the context is a hotel and the model chose the word “Dear”, it
predicts the next word — perhaps “Marco” (the guest’s name from the prompt) or
“Guest”. It picks “Marco”.

Then, given “Dear Marco” in the context of an anniversary welcome, it predicts the
next word: maybe “we” or “congratulations”. And so on, word by word, until the
message is complete.

At no point does the model understand what an anniversary is or what it feels like to
be welcomed. It's making a long chain of educated guesses based on statistical
patterns. But because those patterns were learned from vast amounts of human-
written text, the result often sounds natural, warm, and appropriate, even though no
understanding is involved.

A generative image model

Image generation works on a similar principle, but with visual patterns instead of
words. When DALL-E receives the prompt “a sunny restaurant terrace overlooking the
sea’, it doesn’t visualise the scene. It generates visual elements step by step, based on
the patterns it learned from millions of images: what “sunny” scenes typically look like, how
terraces are composed, and what sea views contain. The output can be strikingly realistic,
but it's pattern prediction, not imagination.

18
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Why this matters: understanding the limits

Knowing how GenAl generates content through pattern prediction helps explain both its
strengths and its weaknesses.

« Why it’s useful: It can produce drafts, translations, summaries, and creative ideas
very quickly. It can adapt tone, style, and language based on your prompt. For
routine tasks like drafting emails, writing social media captions, or translating a
menu, it saves significant time.

« Why it needs you: Because it predicts rather than understands, it can produce
content that sounds confident but is factually wrong. It might recommend a
restaurant that closed last year, invent a hotel policy that doesn’t exist, or write
something that sounds polished but doesn’t quite match your hotel’s brand voice. It
has no way to check its own output against reality: that’s your job.

The best results come from a partnership: let the Al generate a first draft quickly, then
apply your knowledge, judgement, and familiarity with the real situation to review, adjust,
and approve.

19



Stop and check — Exercise 2: Spot the problem

Here are four pieces of Al-generated content: each one contains a problem that you can
catch. Identify the issue and explain what you’d do to fix it.

At the end of the document, you can find the solutions and the reasoning.

Issues
1. The Al generated incorrect practical details (distances, times, routes) that could
mislead visitors.
2. The Al placed a real event or fact in the wrong context (wrong date, wrong season,
wrong location).
The Al combined real details from different sources into one incorrect statement.
4. The Al added romanticised or exaggerated claims that sound impressive but aren’t
historically accurate.

Lt
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1. A tourism office newsletter: “This summer, explore the Curonian Spit — a
UNESCO World Heritage Site stretching 98 kilometres along the Baltic coast.
Highlights include the Parnidis Dune near Nida, the charming fishing village of
Juodkranté, and the Hill of Witches sculpture trail. The Spit is easily accessible by
car: simply drive from Vilnius along the coastal motorway, and you'll reach the ferry
crossing at Klaipéda in under two hours.” What type of problem is this?

2. A seasonal events page: “Autumn in Lithuania brings the beloved Kaziukas Fair to
the streets of Vilnius — a vibrant folk craft market dating back to the 17th century,
where artisans sell traditional dried flower bouquets, wooden carvings, and ceramic
pottery. Join thousands of locals and visitors every October for this colourful
celebration of Lithuanian heritage.” What type of problem is this?

3. A rural tourism association brochure — Arcos de Valdevez, in the heart of the
Peneda-Gerés National Park, is the perfect destination for those seeking nature and
authenticity. Explore the village of Sistelo, known as the ‘little Portuguese Tibet’ for
its spectacular terraced hillsides, and visit the Pago de Giela, the imposing palace-
castle that served as the residence of Portugal’s first king, Afonso Henriques, and
which became an important Benedictine monastic centre in the twelfth
century. What type of problem is this?

4. A travel agency website — Turin welcomes you with its Savoy elegance and
extraordinary cultural heritage. Must-see stops include the Museo Egizio — the
largest museum in the world dedicated to Egyptian civilisation — and the Mole
Antonelliana, the iconic building designed by Alessandro Antonelli that today
houses the Museo Egizio beneath its spectacular dome. Don’t miss a stroll along
the Po with views of the hills and a tasting of bicerin, Turin’s historic drink made with
coffee, chocolate, and cream. What type of problem is this?

Discussion: Why did the Al make each of these mistakes? How do they connect to what
you’ve learned about how GenAl generates content?

Open-ended prompt: In two sentences, explain why the phrase “trust but verify” is a good
rule for working with GenAl in a professional setting.

21



The Lesson in a Nutshell 2.2.

Generative Al learns by processing enormous amounts of data through neural networks —
layered systems that gradually tune themselves to recognise patterns. Deep learning takes
this further by stacking many layers, allowing models to pick up subtle and complex
patterns in language, images, and sound.

When GenAl generates new content, it doesn’t retrieve stored answers or understand
what it’s writing. It generates output one piece at a time by predicting what should come
next, based on the patterns it learned. The results can be impressive and useful, but they
always need a human eye: someone who knows the real situation, can spot errors, and
can make the final call.

What could this look like in my workday?

Imagine you work at a museum preparing a temporary exhibition on local
craftsmanship. You ask an Al assistant to write the introductory text for the entrance
panel. The tool generates a well-written, engaging paragraph in seconds. But
reading it carefully, you notice it attributes an eighteenth-century ceramic technique
to a different historical period and mentions a craftsman who never existed. The Al
combined plausible linguistic patterns — names, dates, techniques — without
checking whether they match reality. Now you know why this happens: the model
predicts words, it doesn’t verify facts. You correct the inaccuracies, keep the
structure that works, and end up with an accurate panel. The Al sped up the work;
your expertise made it reliable.

Why does this matter in my future job?

Many of the tools you’ll use in your career — from text generation to automated
guest replies — are built on the same mechanism you’ve just studied: neural
networks predicting patterns. Knowing how they work gives you an advantage that
goes beyond simply using them. When a chatbot makes up a cancellation policy,
you understand why it happens: it predicted a plausible sequence of words without
verifying the content. When an image generator gets an architectural detail wrong,
you know it’'s combining visual patterns rather than “seeing” the building. This
awareness lets you use Al with confidence where it works and step in with
assurance where your own judgement is needed.

Take a moment to reflect

Now that you know Al learns by absorbing existing content and recombining its
patterns, consider this: if we increasingly rely on Al to write, design, and create for
us, what happens to the pool of original ideas it learns from? If fewer people
produce truly new thoughts, images, and words, does Al end up recycling the same
patterns repeatedly? And what happens to your own ability to create? Does it
sharpen through collaboration with Al, or does it quietly fade from lack of practice?

22



Topic 2.2. Quiz solution Exercise 1: Complete the sentence
Return to the quiz

Question 1

Hidden layers — The hidden layers are the processing engine of the neural
network, the “kitchen stations” in the lesson’s analogy. They sit between the input
and the output, and their job is to detect patterns in the data. The phrase “each
stage picks up increasingly complex features” is the key clue: early hidden layers
detect simple patterns (which words often appear together, which basic shapes
make up an image), while deeper hidden layers combine those into more complex
and subtle patterns (sentence structure, tone, visual composition). The word
“‘increasingly” tells you multiple stages are building on each other — and that’s
exactly what hidden layers do.

Question 2

Input layer — This is the starting point — where information first arrives in the
network. The word “raw” is the clue: the data hasn’t been processed yet, it’s just
entering the system. In the hotel kitchen analogy, this is the moment guest orders
arrive in the kitchen. If you're training a model to write hotel descriptions, the input
layer receives the raw text — thousands of existing descriptions broken into
individual words and phrases. If you're training an image model, the input layer
receives the raw pixel data. The input layer doesn’t analyse or transform anything —
it simply receives the data and passes it forward to the hidden layers for processing.

Question 3

Training — This describes the overall learning process, not a specific layer. The
clue is “adjusts itself by processing millions of examples” — that’s the definition of
training from the ML workflow. During training, data passes through the entire
network (input — hidden layers — output) millions of times. Each time, the network
compares its output to the expected result, identifies where it went wrong, and
adjusts the strength of connections between layers to improve next time. This cycle
repeats across millions of examples until the network produces consistently
accurate outputs. Training is not a layer — it’s the process that tunes all the layers to
work together effectively.

Question 4

Output layer — This is where the network delivers its answer. The clue is “final
result” — after all the processing in the hidden layers, the output layer produces
something usable: the next word in a sentence, a generated image element, a
classification label, or a numerical prediction. In the hotel kitchen analogy, this is the
completed breakfast tray coming out ready for the guest. The output layer is always
the last step in the network’s processing chain.

Question 5

Connections — This describes how the network learns. Every node in one layer is
connected to nodes in the next layer, and each connection has a “weight”: a
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numerical value that determines how much influence that connection has. During
training, the network strengthens connections that contributed to correct predictions
and weakens connections that led to errors. Over millions of examples, this gradual
tuning process is how the network develops its ability to recognise patterns
accurately. The clue is “stronger” and “weaker”: layers themselves don’t get
stronger or weaker, and training is a process rather than a thing that strengthens.
Only the connections between nodes have variable strength that adjusts during
learning.

Topic 2.2. Quiz solution Exercise 2: Spot the problem
Return to the quiz

Question 1

The Al generated incorrect practical details (distances, times, routes) that could
mislead visitors.

Vilnius to Klaipéda is approximately 300 km and takes 3.5—4 hours. There is no “coastal
motorway”, the route goes inland through Kaunas.

Al generates incorrect travel times and invents plausible-sounding route descriptions. It
predicts what sounds reasonable based on text patterns, and “under two hours” paired
with “easily accessible” is a common promotional phrasing it has learned.

Question 2

The Al placed a real event or fact in the wrong context (wrong date, wrong season,
wrong location).

The Kaziukas Fair takes place in early March around St. Casimir's Day, not October. Al
frequently gets event dates wrong because it associates keywords rather than verifying
calendars. It connected “Kaziukas Fair” with “autumn” — possibly because the prompt
asked about autumn events, and the Al filled the gap with a real event placed in the wrong
season. This is one of the most documented hallucination types: real entity, wrong detail.

Question 3

The Al added romanticised or exaggerated claims that sound impressive but aren’t
historically accurate.

The Al added romanticised claims that are not historically accurate. The Paco de Giela is
indeed a National Monument and is linked to the story of Portugal’s foundation — the
Tournament of Valdevez in 1141 saw Afonso Henriques face his cousin Alfonso VII of
Castile — but it was never the first king’s residence nor a Benedictine monastic centre. The
Al romanticised real historical facts to create a more compelling narrative.

Question 4

The Al combined real details from different sources into one incorrect statement.
The Al combined real details from different sources into a single incorrect statement.
Turin’s Museo Egizio is not the largest in the world, but the second after Cairo’s.
Furthermore, the Mole Antonelliana houses the National Cinema Museum, not the Museo
Egizio, which is in a separate building in the city centre. The Al merged real attractions into
one incorrect claim.
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Topic 2.3. What GenAl can generate

3
A

In the previous section, you learned how GenAl works under
the hood: neural networks, layers, and word-by-word
prediction. Now let’s look at what comes out the other end.

In this section, we’ll explore each content type through a
single scenario: a small agriturismo preparing an autumn
marketing campaign.

The painter analogy

Before we dive in, here’s a useful way to think about what GenAl does across all content
types. Imagine a painter who studies thousands of landscapes, not to copy any single one,
but to internalise the rules of perspective, light, and colour. When this painter creates a
new landscape, they follow those learned principles while being entirely original. GenAl
works similarly, whether it's producing a sentence, an image, or a melody. It has absorbed
the “rules” from millions of examples and uses them to create something new, a fresh
composition built on learned patterns.
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Pbrtrait of a painter

Five content types

1. Text generation

Text generation is probably the GenAl capability you’ll encounter most often. These
models can draft emails, write articles, summarise long documents, translate between
languages, generate computer code, and power conversational chatbots.

Agritourism campaign example — The owner of a small agriturismo needs to write
promotional descriptions for her off-season packages in Italian, English, Portuguese, and
Lithuanian. She types a prompt into a text generator: “Write a warm, authentic description
of a four-night autumn retreat at a rural guesthouse in the hills above Arcos de Valdevez.
Include farm-to-table dinners, guided hikes through chestnut forests, and a wine tasting
with a local producer. Target: travellers looking for slow, crowd-free experiences away
from mass tourism.” The tool produces a polished paragraph. She then asks it to translate
the text, adjusting the tone for the target audience.

26



Stop and check — Exercise 1: Write a prompt

If you have access to a chatbot (ChatGPT, Copilot, or Gemini), try this:

o Write a prompt asking the Al to create a short promotional text for a hotel, hostel,
or restaurant you know (or invent one). Include at least three specific details in your
prompt (location, type of guest, a special feature).

o Rate the output. On a scale of 1-5, rate it for: accuracy (is everything factually

correct?), tone (does it sound right for the audience?), and usefulness (could you
use this with minor edits?).
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2. Image generation

Image generation is one of the most visible applications of GenAl. Models like DALL-
E, Midjourney, Adobe Firefly, and others can create realistic photographs, illustrations in
diverse styles, 3D models, and edited versions of existing images. You can control aspects
like colour palette, angle, lighting, and artistic style through your text instructions.

Agritourism campaign example — The agriturismo owner has plenty of photos taken on
her phone, but they don’t always look professional enough for social media. She uploads a
photo of the breakfast table on the terrace; the light is a bit flat, and the framing is off.
Using an Al image-editing tool, she enhances the lighting, adjusts the colours to bring out
warm tones, and crops the image to a more appealing composition. The result looks
polished and inviting, and, unlike a fully Al-generated image, it's an authentic photo of her
agriturismo.
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Stop and check — Exercise 2: Camera or Al?

Look at the images and decide: are they
generated by Al or not?

At the end of the document, you can find
the solutions and the reasoning.

3. Audio generation

GenAl can compose music, create soundscapes, generate realistic voiceovers, and
synthesise speech in multiple languages. This ranges from full tracks with vocals and
instrumentation to short ambient clips or spoken narration based on a text script.



Agritourism campaign example — The agriturismo owner wants to add an audio guide to
her website, so guests can listen to a short welcome message and a description of the
local area before arriving. Instead of hiring a voiceover artist for four language versions,
she uses an Al voice tool to generate a warm, natural-sounding narration in English,
Portuguese, ltalian, and Lithuanian — all from the same written script. She also uses an Al
music tool to create a soft background track that evokes the peaceful countryside
atmosphere, and layers it under the narration.

4. Video generation

GenAl can generate short video clips from text descriptions or still images, create realistic
Al avatars for presentations and tutorials, and automate editing tasks like adding subtitles,
trimming clips, or combining sequences.

Agritourism campaign example — The agriturismo owner wants to post a 30-second
video reel on social media showing the property’s highlights. Using an Al video tool, she
uploads a few photos taken on her phone and types a description of the desired sequence:
“Start with the misty hills at dawn, transition to the breakfast table on the terrace, then the
chestnut forest trail, ending with the fireplace in the evening.” The tool generates a first
draft with transitions and background music. She reviews it, adjusts the pace of a couple of
transitions, replaces one clip that doesn’t feel right, and posts it.
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Stop and check — Exercise 3: Text, image, audio, or video?

ok wbN =

For each task below, decide which GenAl content type
would be most useful:

e Text,

e Image
e Audio
¢ Video

Some tasks might benefit from more than one. If so,
explain which types and in what order.

At the end of the document, you can find the solutions and
the reasoning.

Creating a multilingual welcome message that plays in the hotel lobby.
Writing a reply to a guest’s email asking about pet-friendly rooms.
Designing a poster for the hotel's New Year’s Eve dinner event.
Producing a 15-second reel showing the hotel’s spa facilities.
Translating the hotel’s breakfast menu into Japanese.
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5. Synthetic data

There’s one more type of GenAl output that’s less visible but increasingly
important: synthetic data. This is artificially generated information designed to mimic
real-world data without containing any actual personal or sensitive details.

Synthetic data is information that’s artificially generated rather than collected from real-
world events. Crucially, it's created to mimic the statistical properties and patterns of real
data, meaning it looks and behaves like actual data without containing any sensitive or
personal information.

Think of it as a realistic “practice version” of data. For example, a hotel chain developing a
new Al booking system needs thousands of sample reservations to test it, but using real
guest data raises privacy concerns. Instead, they generate synthetic booking records:
fictional guests, dates, room types, and preferences that follow the same statistical
patterns as real bookings. The system can be trained and tested thoroughly without any
real guests’ information being exposed.

This application is more behind-the-scenes than text or images, but it plays a critical role in
building and improving the Al tools you’ll use in your future career.
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Exercise 4: Plan a hotel campaign

You have the task of planning a short marketing campaign for one of the following
scenarios. You have access to GenAl tools for text, image, audio, and video.

¢ A small boutique hotel launching a new “Local Experience Weekend” package.

e A city tourism board promoting a “Meet a Local” programme, where visitors are
matched with residents who show them the city through their own eyes; no
professional guides, just real people sharing their favourite spots.

e A coastal resort launching a “Beach for all” package, designed for guests with
mobility challenges, including adapted water sports, barrier-free pathways, and staff
trained in inclusive hospitality.

e A rural region promoting a “Slow Travel Week”: no cars, no schedules, no crowds.
Guests walk between villages, eat with local families, and help with seasonal farm
work like olive picking or grape harvesting.

¢ Plan the content. Decide what you need to create: at least one piece of text
content, one visual, and one audio or video element. Write the Al prompt you would
use for each.
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Identify the risks. For each piece of content, write down one thing that could go
wrong if you used the Al output without reviewing it.

Define the human role. For each piece, explain what you should check or adjust
before publishing.
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The Lesson in a Nutshell 2.3.

Generative Al can create many types of content. In this lesson, we explored five of the
most relevant for the tourism sector: text, images, audio, video, and synthetic data. The
underlying mechanism is always the same because, as we saw in the previous section,
the model applies the patterns it absorbed during training. Each type of content, however,
has its own characteristics, strengths, and pitfalls. We saw them in action by following step
by step the marketing campaign of a small agriturismo: an example you can adapt to your
own context, taking inspiration from the exercises you've just completed.

What could this look like in my workday?

Imagine you work for a cultural association that organises walks exploring a lesser-
known Turin. You want to promote a new route through Porta Palazzo and Borgo
Dora. Using a text generator, you write a post describing the stops: the Porta
Palatina and the Roman archaeological park, the Cortile del Maglio with its history
as a military arsenal turned centre of solidarity, a stop among the multicultural stalls
of Europe’s largest open-air market, and a bicerin at the historic café opposite the
Consolata sanctuary. Using an image tool, you enhance photos taken during the
scouting visit: correct the lighting under the arcades, bring out the colours of the
market stalls. Using an audio tool, you generate a short narration in Italian and
English for the promotional video. You review everything, check that names,
addresses, and opening hours are up to date, and publish. Three types of content,
three different tools, one workflow, and the important decisions remain yours.

Why does this matter in my future job?

Knowing what Al can do helps you identify your clients’ needs and choose the best
type of service or content to meet those needs. It also allows you to use Al tools
with confidence and create materials that reflect your personal style, and the profile
and values of the company or organisation you’ll be working for.

Take a moment to reflect

Think about the five types of content you’ve just explored. Do you think they could
really be used by a small restaurant, a cultural association, or a school like yours?
What would it take? Time to learn how to use them? Someone who can identify the
right needs? Awareness of what these tools can and cannot do? Which of these
barriers seems easiest to overcome, and which would require a bigger change?
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Topic 2.3. Quiz solution Exercise 2: Camera or Al?
Return to the quiz

Question 1
e This is a real photograph, not Al-generated. It documents “Alive”, a large-scale
public art installation by the French artist JR, displayed beneath the Eiffel Tower in
September 2025. The project aimed to raise awareness about road traffic deaths by
pasting hundreds of black-and-white portrait photographs on the pavement — each
one representing relatives of road accident victims.

Question 2
e This is Boris Eldagsen’s “The Electrician”, an Al-generated image that won the
Sony World Photography Award in 2023. Professional judges — people who look at
photographs for a living — didn’t catch it. That’s the point Eldagsen was making by
entering it and then refusing the prize: the gap between Al-generated and human-
created images has narrowed so far that expertise alone isn’t enough to tell them
apart.

Topic 2.3. Quiz solution Exercise 3: Text, image, audio, or video?
Return to the quiz

Question 1
e Audio - The keyword is “plays” — this is a spoken message that guests hear, not
read. The hotel needs an Al voice tool to generate natural-sounding narration in
multiple languages from a written script. A text tool would write the script, but the
final deliverable is an audio file that plays through speakers in the lobby. In practice,
you’'d likely use two tools in sequence: a text tool to draft the welcome message,
and then an audio tool to generate the spoken versions in each language.

Question 2
e Text — The guest sent a written enquiry and expects a written reply. The Al needs

to draft a polite, informative email that answers the guest’s specific question: which
rooms allow pets, any size restrictions, additional fees, or nearby parks for walking.
No images, audio, or video are needed. This is a straightforward text generation
task, and it’s the kind of routine correspondence where Al saves the most time: the
tool drafts a personalised response in seconds, the staff member reviews it for
accuracy and tone and sends it.

Question 3
¢ Image — A poster is a visual product — it needs eye-catching design, typography,
colour, and composition. An Al image tool can generate poster concepts based on a
text description: “An elegant New Year’s Eve dinner poster for a boutique hotel,
black and gold colour scheme, champagne glasses, fireworks in the background,
with space for event details.” The staff member would then add the specific text
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(date, time, price, booking details) using a design tool. A text tool could write the
promotional copy that goes on the poster, but the primary deliverable — the visual
design — requires an image tool.

Question 4

Video — A reel is a short video — it needs moving images, transitions, and
potentially music or narration. An Al video tool can generate a sequence from still
photos of the spa, add smooth transitions, overlay background music, and produce
a polished clip ready for upload. Some tasks in this process could involve other
content types — an audio tool for the background music, a text tool for a caption —
but the primary deliverable is a video file, and the tool that assembles the final
product is a video tool.

Question 5

Text — Translation is a text-to-text task. The input is written words (menu items and
descriptions in the original language), and the output is written words (the same
items and descriptions in Japanese). The Al processes language, not images or
sound. While some Al tools can translate text within images (photographing a menu
and translating it visually), the most practical approach for a hotel creating an official
Japanese menu is to use a text tool that translates the content accurately, which a
staff member or native speaker then reviews for cultural appropriateness and
natural phrasing, especially important for food descriptions, where direct translation
can sound awkward or unappetising.

37



Topic 2.4. Conclusions

Over Lesson 2, you’'ve moved from understanding what Generative Al is to seeing how it
works and what it can produce. You started with the core distinction between the two main
families of Al models: Discriminative Al and Generative Al. You then looked inside the
machine at neural networks and deep learning, the layered systems that let GenAl detect
subtle patterns in language, images, and sound. Finally, you explored the full range of
content GenAl can produce — text, images, audio, video, and synthetic data — following a
hotel marketing campaign from start to finish.

What’s next?

e Knowing what Al can do is one thing. Getting it to do what you want is another. In
the next lesson, Prompt Engineering, you’ll learn how to communicate effectively
with generative Al tools: how to write clear prompts, refine them when the first
output isn’t quite right, and stay in control of the process.

38



Lesson 2 Al — Test Your Knowledge

Welcome to the Quiz

This quiz is designed to help you review and consolidate the key concepts covered in this
lesson. By completing it, you will earn points that reflect your progress. In addition,
finishing the quiz will also bring you closer to unlocking the badge for the course.

1. Which of these requests fits a Discriminative Al model?
e Determine whether this review is positive or negative
e \Write an engaging description for this hotel room
e Create an image of a reception area in a modern style
e Generate a music playlist for the hotel lobby

2. Which of the following outputs best exemplifies Generative Al function?
e Areview classified as “positive” or “negative”
e A guest identified as “business” or “leisure”
e A personalised travel itinerary
e A booking flagged as “suspicious” or “authentic”

3. Generative Al models, unlike Discriminative Al, do not need to analyse large
amounts of data to generate new content.
e True
o False

4. Match each definition with the correct term.
Sort elements
¢ Modalities
e Generative Al (GenAl)
e Synthetic Data
e Inpainting
e Outpainting

a. Atrtificial intelligence that creates new content by learning patterns from large
amounts of existing data.

b. The different types of media that GenAl can work with, such as text, images,
audio, and video.

c. Information that is artificially created to mimic the statistical properties of real-
world data, often used for training Al.

d. A technique used in image generation to fill in missing or damaged parts of a
picture.

e. Atechnique used in image generation to extend an image beyond its original
boundaries, creating new content around it.

5. Choose the correct word to fill the blank field.
o artificial neural networks
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» predefined algorithms
e large databases

Generative Al models learn through sophisticated underlying mechanisms, primarily built
upon , which are inspired by the way the human brain processes
information and recognises patterns.

6. Choose the correct word to fill the blank field.
e machine learning
e deep learning
e generative Al

A more advanced form of neural networks, characterised by the presence of many
processing layers, is known as

7. Choose the correct word to fill the blank field.

e testing
e deployment
e training

The process by which the connections between nodes in a network get stronger or weaker
as it processes information, allowing the network to learn complex patterns, is
called
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